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Build resilient applied machine learning teams that deliver better data products through adapting
the guiding principles of the Agile Manifesto.Bringing together talented people to create a great
applied machine learning team is no small feat. With developers and data scientists both
contributing expertise in their respective fields, communication alone can be a challenge. Agile
Machine Learning teaches you how to deliver superior data products through agile processes
and to learn, by example, how to organize and manage a fast-paced team challenged with
solving novel data problems at scale, in a production environment.The authors’ approach
models the ground-breaking engineering principles described in the Agile Manifesto. The book
provides further context, and contrasts the original principles with the requirements of systems
that deliver a data product.What You'll LearnEffectively run a data engineering team that is
metrics-focused, experiment-focused, and data-focusedMake sound implementation and model
exploration decisions based on the data and the metricsKnow the importance of data wallowing:
analyzing data in real time in a group settingRecognize the value of always being able to
measure your current state objectivelyUnderstand data literacy, a key attribute of a reliable data
engineer, from definitions to expectationsWho This Book Is ForAnyone who manages a machine
learning team, or is responsible for creating production-ready inference components. Anyone
responsible for data project workflow of sampling data; labeling, training, testing, improving, and
maintaining models; and system and data metrics will also find this book useful. Readers should
be familiar with software engineering and understand the basics of machine learning and
working with data.

From the Back CoverBuild resilient applied machine learning teams that deliver better data
products through adapting the guiding principles of the Agile Manifesto.Bringing together
talented people to create a great applied machine learning team is no small feat. With
developers and data scientists both contributing expertise in their respective fields,
communication alone can be a challenge. Agile Machine Learning teaches you how to deliver
superior data products through agile processes and to learn, by example, how to organize and
manage a fast-paced team challenged with solving novel data problems at scale, in a production
environment.The authors’ approach models the ground-breaking engineering principles
described in the Agile Manifesto. The book provides further context, and contrasts the original
principles with the requirements of systems that deliver a data product.What You'll
Learn:Effectively run a data engineering team that is metrics-focused, experiment-focused, and
data-focusedMake sound implementation and model exploration decisions based on the data
and the metricsKnow the importance of data wallowing: analyzing data in real time in a group
settingRecognize the value of always being able to measure your current state



objectivelyUnderstand data literacy, a key attribute of a reliable data engineer, from definitions to
expectationsThis book is for anyone who manages a machine learning team, or is responsible
for creating production-ready inference components. Anyone responsible for data project
workflow of sampling data; labeling, training, testing, improving, and maintaining models; and
system and data metrics will also find this book useful. Readers should be familiar with software
engineering and understand the basics of machine learning and working with data.--This text
refers to the paperback edition.About the AuthorEric Carter has worked as a Partner Group
Engineering Manager on the Bing and Cortana teams at Microsoft. In these roles he worked on
search features around products and reviews, business listings, email, and calendar. He
currently works on the Microsoft Whiteboard product.Matthew Hurst is a Principal Engineering
Manager and Applied Scientist currently working in the Machine Teaching group at Microsoft. He
has worked in a number of teams in Microsoft including Bing Document Understanding, Local
Search and in various innovation teams. --This text refers to the paperback edition.
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Drew, “Great book, physical book quality is pretty bad. This is a fantastic book, really great
content. I wish the end of the chapters had a mid level summary in addition to the super high
level notes. The physical build quality of the book is pretty bad... The cover warps wildly, is falling
apart after a couple weeks and getting half way through the book. And the words are printed way
too close to the interior margins of the page.”

psla, “Agile data principles based on real-life experiences and unique view of Bing's
development practices. Agile Machine Learning is a book that demonstrates practical ways of
leading data projects in an Agile manner. It is providing readers with real-life examples based on
authors’ experiences. There are many books that talk about agile development, extreme
programming and project management. There are a few that give provide good agile examples
(as opposed to theory). There are hardly any books that describe a real-life, agile-driven, data-
driven software development for teams that work on data products, in particular using machine-
learning approaches.Anyone who works on teams whose main deliverable is data could benefit
from this book. It is good for managers, but also for developers. If you work on a product with a
somewhat well-defined deliverable (if such thing even exists), you might not benefit from this
book that much.It will provide you with recipes for organizing work (how to set up deliverables for
data, how to manage time in seemingly never-ending ‘improve precision/recall’ task). It will guide
you on how to understand your data and how to increase transparency in the team. It will give
you insights into how to deliver your data product more often, with better quality. What I love
about this book is the real-life examples – all of the examples in the book come from real teams,
real meetings, real data.This book is Microsoft heavy. While it gives some open-source
examples of technologies, it’s clear that it was written by ‘Microsofties’. It uses Microsoft jargon
(e.g. ‘dri’, ‘inner/outer loop’, ‘azure devops’, ‘ppe’) – but that’s because it uses real-life examples!
It was, however, not written for ‘Microsofties’. The practices described in the book apply to both
small and large teams. It will also give you unique insights into how software at (one particular
part of) Microsoft is developed. It will also show you key parts of architecture of Bing Local – how
it gets some of its local data, how it conflates its sources. These are the things you can’t read
anywhere else.There is a part of the book that talks about teams and individuals. It will make you
wonder where do you fit! It may also help you determine where you, as a reader, want to be –
and provide some guidance on what’s valuable to the team and product. You may, as an
individual, find this inspiring – it provides some food for thought, for reflection, for
improvement.As to what this book is lacking: it’s lacking counter-examples and self-criticism.
The book focuses a lot about what worked in the agile processes for data teams, but it doesn’t
talk much about what did not work – and that is often the most important part (after all, we learn
from mistakes). Some aspects are to some extent glorified, while in reality things aren’t that
black and white. It will tell you about inner and outer test loop – but it won’t tell you that ensuring



that outer loop is not flaky is very difficult. It will tell you about dev, preproduction and production
environment – it will try to guide you how to make the releases efficient – but it will not mention
that even in such setup you may inadvertently end up with release cycle that takes weeks (or
sometimes month), while your intention may be to deliver the system daily.If you are trying to
improve your data-engineering/machine learning development practices, processes and/or
communication, this book will help you guide into what works, and how to optimize processes to
better, more efficiently, faster, achieve your product goals as a team.”

Nicholas Thompson, “Essential reading, real world advice. Every so often a book surprises me. I
think the first time this happened was when I read K&R over a week while commuting on the
tube riding between East Ham and the Elephant and Castle, in London several decades ago.
This book crept up on me in a similar way. I like K&R because it was so practical. I'd read
sections, and then go type in C code on a PDP-11/40. Now, in a galaxy far, far away, I'm
experiencing a similar thing with this book.There a lots of Agile books out there. Very few of them
seem rooted in practical application, this one is. In this book I discovered how Eric and Matthew
had applied the principles of the agile manifesto and tailored them to their own specific project
needs. Don't get too thrown by the title: yes this book does provide a template for applying agile
methods to ML, but the principles and techniques in this book can be applied to your project too.
I use a subset of this content daily with a distributed team (in WA, CA, China and India) to
manage a service that runs on over 300,000 blades, and this book has changed our lives. We
run a service that does have ML components, but also runs automation at scale. WE USE THIS
BOOK DAILY.The copy shown is actually my third copy. One is now in Suzhou, one is in
California. I cannot stress too highly how much the content in this book has helped us to bring
process to chaos.”

Felipe Carvalho Álvares da Silva, “Recomendo. Muito bom”

The book by Eric Carter has a rating of  5 out of 4.7. 5 people have provided feedback.
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